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How Read AI Built 
Its Enterprise-Ready 
Agentic AI Search 
Infrastructure 
on Milvus
Scaling Conversational Intelligence  
to Millions of Users

Executive Summary
Read AI adopted Milvus as the vector database backbone  
for its conversational intelligence platform, unifying 
meetings, chat, email, and CRM data into a single narrative-
aware search layer. Today, Milvus delivers sub-20–50ms 
retrieval latency for millions of monthly active users, a 5× 
speedup in agentic search, and native multi-tenancy across 
billions of records on a single cluster. The architecture is fully 
open source and built to scale further as Read AI expands 
toward an always-on “action engine” for the enterprise.

The Challenge: Unstructured Data at Internet Scale
Read AI is a productivity AI company that evolved from a meeting-fatigue tool into a full-stack intelligence platform 
offering predictive next steps, enterprise agentic search, and real-time coaching. It integrates with calendars, 
CRMs, collaboration platforms, messaging apps, notetaking tools, email, and video conferencing — ingesting and 
contextualizing data from all of them into structured, queryable narratives.

At a Glance
Company 
Read AI

Tool Integrated 
Milvus (LF AI & Data)

Platform 
Read AI “Ask Read”, powering an 
enterprise-wide “action engine”

Use Case 
Enterprise RAG, Conversational 
Intelligence, AI Agents

User Base 
Millions of monthly active users

Data Volume 
Billions of records across meetings, 
chat, email, and CRM data

Retrieval Latency 
Sub-20–50ms, even with complex 
metadata filtering

Agentic Search Speedup 
5× improvement after  
adopting Milvus

Tenant Scale 
Millions of active tenants  
on a single Milvus cluster

Data Sources 
Meetings, chat, email, CRM, 
calendars, and collaboration tools

https://www.read.ai/?r=0
https://milvus.io/
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As usage grew into millions of users and billions of conversation events, Read AI faced a fundamental challenge: organizing 
and retrieving unstructured communication data spread across silos with inconsistent structures. Each source — meetings, 
chats, CRM updates, calendars, email threads, support tickets — carried valuable signal but was difficult to search 
effectively, and the product goal was to deliver intelligent, contextual outputs within 20 minutes of any interaction.

That required near-real-time ingestion, transformation, and indexing across formats ranging from well-structured 
internal meetings to sparse, third-party platforms. Earlier approaches — including an internally built store and vector 
databases such as Pinecone and Faiss — fell short on multi-tenancy support, filtering capabilities, or community 
responsiveness as Read AI scaled to millions of tenants and thousands of queries per second.

The Solution: Milvus as the Central Repository
Read AI's architecture routes diverse communication sources — meetings, chats, CRM updates, calendars, email 
threads, support tickets — through an embedding and narration layer that transforms raw data into structured, 
sentiment-aware narratives. Everything lands in Milvus, which serves as the central repository for retrieval.

Content Intake

Meetings, emails, chats, and 
CRM data ingested from 
calendars, messaging apps, 
and collaboration platforms

Embedding & Narration

A narration layer transforms 
raw interactions into 
structured, sentiment-aware 
narratives beyond plain 
transcripts.

Milvus Storage & Retrieval

Narrative-aware embeddings 
and metadata stored in 
Milvus; filtered vector search 
combines similarity with 
structured filters.

Agent Orchestration

Internal agent frameworks 
route queries into Milvus 
and post-process results 
for chat, summaries, and 
proactive alerts.

Read AI uses filtered vector search that combines vector 
similarity with structured metadata filtering — scoping 
queries to one-on-one meetings, specific employees, or 
time windows. This enables nuanced retrieval such as 
“most disengaged sales calls” or “positive feedback in 
one-on-ones,” and Milvus's optimized metadata filtering 
is central to hitting sub-20–50ms latency at this scale.

“�Milvus gives us a narrative-aware storage 
layer — not just text embeddings, but 
full context-aware search.”

Rob Williams, Co-Founder and CTO at Read AI

https://milvus.io/


HOW READ AI BUILT ITS ENTERPRISE-READY AGENTIC AI SEARCH INFRASTRUCTURE ON MILVUS

Native multi-tenancy in Milvus lets Read AI serve millions of tenants from a single cluster. Queries are orchestrated 
through internal agent frameworks that analyze search intent and route requests into Milvus, then post-process results 
for delivery via chat interfaces, summaries, or alerts.

Why Milvus
Before settling on Milvus, Read AI evaluated several alternatives. FAISS lacked built-in multi-tenancy and filtering. 
Pinecone didn't offer the flexibility needed for Read AI's search patterns and scale. A fully in-house built and self-
hosted solution couldn't meet the team's scalability and maturity requirements. Milvus stood out on several fronts:

•	 The ability to scale to millions of users and billions of records.

•	 Consistent sub-20–50ms latency on large vector collections.

•	 Support for hybrid search workflows.

•	 Tenant-level isolation out of the box.

Developer experience was a deciding factor too: clear documentation, responsive maintainers, and hands-on 
engineering support during the proof-of-concept phase gave Read AI the confidence to move to production.

The Role of Open Source
Open source is central to why this architecture works for Read AI at scale.

•	 Milvus is hosted under the LF AI & Data community, giving Read AI a transparent, community-driven foundation 
rather than a black-box managed service.

•	 Milvus's support for hybrid search and metadata filtering meant Read AI didn't need to bolt on separate systems 
for keyword and structured filtering.

•	 Elastic scaling and bulk import features simplified onboarding large volumes of historical data as new enterprise 
customers signed on.

•	 The architecture remains reproducible and unlocked to the underlying vector search stack, giving Read AI room  
to adopt new Milvus capabilities — like the upcoming Vector Lake — as they emerge.

Results: What the Numbers Say
The move to Milvus delivered measurable gains in latency, scale, and product capability under real production traffic 
from millions of users.

METRIC RESULT WHAT IT MEANS

Retrieval Latency 20–50ms
Consistent low latency at billion-vector-scale, even with complex metadata 
filters applied

Agentic Search Speedup 5× Faster search across diverse data sources following the move to Milvus

Tenant Scale Millions of tenants A single Milvus cluster onboarded millions of user accounts without disruption

Data Scale Billions of records Narrative-rich embeddings indexed and queried reliably at internet scale

User Experience Shift Reactive › Proactive Low-latency search enables insights to surface before users ask
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The broader impact is a shift in product experience. With Milvus 
powering low-latency search over dynamic, multimodal context, Read 
AI moved from reactive search — answering questions when asked — 
to proactive search: surfacing relevant insights, action items, and risks 
before users even ask.

These technical wins translate directly into business value: free-tier 
users receive meaningful insights within minutes, driving retention, 
while enterprise customers benefit from deeper knowledge retrieval 
and long-term context that support premium upsell opportunities.

Next Steps
This deployment is a foundation for Read AI's longer-term roadmap. Three priorities shape the next phase:

•	 Balancing real-time and offline workloads with more dynamic orchestration between live streaming data  
and longer-term storage.

•	 Evaluating Milvus's upcoming Lake-native vector search to shift offline queries with relaxed latency needs  
to a warehouse-style layer backed by object storage, reducing search costs.

•	 Building automated detection of knowledge gaps — identifying when critical information is missing  
or disconnected — to proactively surface insights before users ask.

These enhancements support Read AI's long-term vision: an always-on “action engine” for the enterprise that intelligently 
empowers knowledge workers across every communication channel, preserving institutional knowledge even after the 
original participant is offline or has left the company.

Get Started with Milvus
Explore the open source vector database, read  
the documentation, and join the community building  
the next generation of AI-native infrastructure. 

GitHub: github.com/milvus-io

Web: milvus.io

Discord: milvus.io/discord

Book Milvus Office Hours for free 1:1 tech support

For enterprise AI, the value of a proactive 
assistant is only as good as the speed 
and precision of its retrieval layer. By 
combining narrative-aware embeddings 
with Milvus's hybrid search and native multi-
tenancy, Read AI turns billions of scattered 
conversational signals into fast, trustworthy, 
AI-ready context at internet scale.

“�What we wanted was to push 
intelligence to the user before 
they even asked. Milvus is 
what made that viable.”

Rob Williams, Co-Founder  
and CTO at Read AI

https://milvus.io/docs/release_notes.md
https://github.com/milvus-io/milvus
https://milvus.io
http://milvus.io/discord
https://meetings.hubspot.com/chloe-williams1/milvus-meeting?__hstc=175614333.afef76f71370e69556885daa1ae3ef69.1772615627499.1784514135764.1784526045161.213&__hssc=175614333.9.1784526045161&__hsfp=0d5f9c0ad7fbd0b8a5ad93f05b0c538f&uuid=fadbc20f-b337-45f5-94ee-eabae6f484b4

