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Bringing Enterprise 
Document AI to 
IBM's Workforce
How IBM's CIO Team Integrated 
Docling into AskIBM

Executive Summary

IBM's CIO team added Docling to AskIBM's document 
ingestion pipeline and unlocked 250,000 passages that 
had been invisible to the search engine, buried inside 
PDF, DOCX, PPTX, and image attachments on IBM's 
intranet. Today, 4,000 attachment-sourced results 
reach IBM's 280,000 employees every day. The archi
tecture is fully open source and ready to replicate.

The Challenge: A Knowledge Base with a Blind Spot
AskIBM is IBM's internal AI assistant, built on a RAG architecture and serving 280,000 employees with answers drawn 
from the company's intranet. Its knowledge base was built from HTML content on W3 Publisher, IBM's internal content 
management platform. That worked well, but W3 Publisher also lets teams upload file attachments: PDFs, Word 
documents, PowerPoint decks, images. These often hold the most detailed and actionable information available, 
covering role profiles, policy documents, technical runbooks, and process guides.

At a Glance
Team 
IBM CIO Organization

Tool Integrated 
Docling (LF AI & Data)

Platform 
AskIBM, powered by WatsonX 
Orchestrate

Use Case 
Enterprise RAG, Intranet 
Document Ingestion

User Base 
~280,000 internal IBM employees

Attachment Passages Added 
250,000 
(10% of total knowledge base)

Daily Attachment Results 
(AskIBM) 
~4,000 passages per day

Daily Results Across All API 
Consumers 
~60,000 per day

Document Formats Processed 
PDF, DOCX, PPTX, Images

Infrastructure 
OpenShift on NVIDIA H100 GPU 
(CUDA acceleration)
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Before Docling, that content was invisible. AskIBM could only retrieve text from the HTML wrapper around an 
attachment, never from the document itself. Employees asking precise operational questions got incomplete answers or 
nothing at all.

Two gaps were compounding the problem:

•	No way to extract structured content from binary document formats at ingestion time.

•	No single open source library that could handle PDF, DOCX, PPTX, and images through one consistent interface.

The Solution: Docling as the Document Intelligence Layer
The IBM CIO team integrated Docling, an open source library from IBM Research now hosted under the LF AI & Data 
community, into their existing ingestion pipeline as a dedicated processing layer for attachments.

Docling parses every major document format using AI models that understand page layout, reading order, table 
structure, and image content. It outputs a structured DoclingDocument that exports cleanly to JSON for RAG ingestion. 
Critically, it runs entirely on-premise with no external cloud calls, meeting IBM's data governance requirements.

CONTENT INTAKE ASYNC PROCESSING DOCUMENT 
INTELLIGENCE

SEARCH AND RETRIEVAL

W3 Publisher + 
Box APIHTML and 
attachments ingested via 
push-to-search service

Apache KafkaMetadata 
parsing, geo- and 
language-detection, 
normalisation

Docling + LlamaIndex­
Attachments extracted, 
structured, and chunked 
into JSON nodes

Milvus Hybrid Search + Passage 
Search API + WatsonX Orchestrate
Vector and keyword retrieval 
powering AskIBM responses

What makes this integration stand out is how it was built: no existing pipeline components were replaced. Docling was 
inserted as a single processing step inside the existing Kafka and LlamaIndex architecture.

The Role of Open Source
Open source is not incidental here. It is the reason this 
solution is trustworthy, extensible, and replicable at 
enterprise scale.

Docling carries 60,000+ GitHub stars and over 2 million 
PyPI downloads per month. IBM's CIO team could 
inspect and validate exactly how document content was 
being processed, with no black-box services in the loop.

The DoclingDocument format works across LlamaIndex, 
LangChain, Haystack, and other RAG frameworks. IBM's 
pipeline is not locked to any single retrieval stack.

The architecture is fully reproducible. Any organization running LlamaIndex, Milvus, and an S3-compatible object store can 
replicate it directly. IBM's CIO team shared the blueprint openly at the Docling community office hours in December 2025.

Results: What the Numbers Say
The integration delivered measurable gains in coverage, retrieval quality, and operational scale, validated under real 
production traffic from IBM's global workforce.

A single Docling call now handles 
all attachment types, preserving 

table structure, reading order, and 
document hierarchy so that every 
chunk reaching Milvus is accurate 

and semantically meaningful.

https://www.docling.ai/
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Get Started with Docling
Explore the open source library, read the technical paper, 
and join the community building the next generation of 
document-aware AI applications. 

GitHub: github.com/docling-project

Web: docling.ai

Discord: docling.ai/discord

METRIC RESULT WHAT IT MEANS

Attachment Passages Added 250,000 (10%) A new content class, previously invisible, now fully searchable

Queries Returning Attachment 
Results

5-6% of all queries Precise questions now answered where they once 
returned nothing

Attachment Passages Retrieved 
per Day

~4,000 Production-scale, document-sourced content reaching 
employees daily

Results Across All API 
Consumers/Day

~60,000 AskIBM is one of several internal products built on the Passage 
Search API

Infrastructure Footprint 1 OpenShift 
cluster + H100 GPU

One dedicated cluster handles the full attachment workload

The broader impact is architectural. IBM's CIO team proved that a production-grade, multi-format document ingestion 
pipeline can be built entirely from open source components: Docling, LlamaIndex, Milvus, OpenShift. No proprietary 
document processing service required.

Next Steps
This Docling deployment is the foundation, not the finish line. Three priorities shape the next phase:

•	Expanding attachment coverage by ingesting the full historical backlog of W3 Publisher attachments to 
maximise knowledge base depth.

•	Enriching document metadata using Docling's picture classification and formula extraction models to add 
richer semantic signals to ingested content.

•	Sharing the blueprint openly through Linux Foundation AI & Data office hours and documentation, so other 
organizations can replicate and build on this architecture.

IBM proved that enterprise-grade document intelligence can be built entirely with open source.

For enterprise AI, the quality of 
retrieval is only as good as the quality 

of document understanding. By 
making PDFs, Office documents, and 

images fully searchable with open 
source, Docling transforms previously 
inaccessible knowledge into AI-ready 

content at enterprise scale.

http://github.com/docling-project
http://docling.ai
http://docling.ai/discord

